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Video-text pretrained model?

. : « hard to collect video-text as diverse and
/ Video-Language Understanding \ large in scale as image-text data
4 Image-Language Understanding}-- * computational consumption
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Posterior structure:

« late fusion upon highly semantic embeddings
« downstream video-text retrieval task
 Dbenefit to transfer well aligned visual-language representation (i.e., high-level knowledge)
Cons:
 asub-optimal temporal modeling strategy that hardly capture the spatial-temporal visual patterns
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» downstream video recognition task
 Dbenefit from the pretrained visual patterns ( i.e., low-level knowledge) to strengthen spatial-temporal modeling

capability of CLIP
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Baseline=CLIP with mean pooling

« impact the pretrained high-level knowledge which brings about trivial improvement to video-text retrieval
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Key point for extending CLIP to the video domian?
temporal modeling + high-level knowledge + low-level knowledge

Branch structure:

« operate temporal modeling at different level of CLIP outputs

 the structure is outside the visual backbone avoiding to break the inherent structure of CLIP
backbone and affect the pretrained high-level knowledge
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Spatial-Temporal Auxiliary Network (STAN)

Branch structure with multi-level CLIP :
« attend to both high-level and low-level video representations

Separated spatial-temporal module:
« Computation efficiency
« Spatial module can reuse parameter in CLIP
« Present two instantiations of temporal module: Conv-based & Self-attention based




Experimental analysis

Table 2. Comparisons on MSR-VTT [43]. We train on Training-
9K and test on Test-1k-A. * means extra tricks (e.g., DSL [9] and
QB-Norm [5]) are utilized during inference.

Table 4. Comparisons on DiDemo [1]. We concatenate all cap-
tions of a video into a single query. * means extra tricks (e.g.,
DSL [9] and QB-Norm [5]) are utilized during inference.

Methods R@1 1t R@5 1 R@10 1 MdR |
Pretrained on large-scale video-text dataset
ClipBERT [22] 22.0 46.8 59.9 6.0
Frozen [3] 31.0 59.5 70.5 3.0
HD-VILA [44] 35.6 65.3 78.0 3.0
All-in-one [40] 379 68.1 77.1 -
BridgeFormer [15] 37.6 64.8 75.1 3.0
Clover [18] 38.6 67.4 76.4 2.0
CLIP pretrained
Clip4Clip [25] 44.5 71.4 81.6 2.0
CenterCLIP [47] 442 71.6 82.1 2.0
CLIP2Video* [13] 472 73.0 83.0 -
CAMOoE* [9] 473 74.2 84.5 3.0
CLIP2TV-B/16 [14] 49.3 74.7 83.6 2.0
DRL-B/16* [42] 533 80.3 87.6 1.0
Our method
A-STA-B/32 46.9 72.8 82.8 2.0
C-STA-B/32 46.6 72.8 82.2 2.0
A-STA-B/16 50.0 75.2 84.1 1.5
A-STA-B/16* 55.1 77.8 86.1 1.0

Table 5. Comparison on LSMDC [34]. * means extra tricks (e.g.,
DSL [9] and QB-Norm [5]) are utilized during inference.

Methods R@lt R@5 1 R@10 1 MdR |
Pretrained on large-scale video-text dataset
ClipBERT [22] 20.4 48.0 60.8 6.0
Frozen [3] 31.0 59.8 72.4 3.0
HD-VILA [44] 28.8 574 69.1 4.0
All-in-one [40] 327 61.4 73.5 3.0
BridgeFormer [15] 37.0 62.2 73.9 3.0
Clover [15] 48.6 74.3 82.2 2.0
CLIP pretrained
Clip4Clip [25] 434 70.2 80.6 2.0
CAMOoE* [9] 43.8 71.4 - -
CLIP2TV [14] 45.5 69.7 80.6 2.0
DRL-B/16 [42] 49.0 76.5 84.5 2.0
Our method
A-STA-B/32 46.2 70.4 80.0 2.0
C-STA-B/32 46.5 71.5 80.9 2.0
C-STA-B/16 494 74.9 83.2 1.0
C-STA-B/16* 54.6 78.4 85.1 1.0

Methods R@1 ¢t R@5 1 R@10 1 MdR |
Pretrained on large-scale video-text dataset
Frozen [3] 15.0 30.8 40.3 20.0
HD-VILA [44] 174 34.1 44.1 15.0
BridgeFormer [15] 17.9 35.4 44.5 15.0
Clover [18] 227 42.0 52.6 9.0
CLIP pretrained
Clip4Clip [25] 21.6 41.8 49.8 8.0
CAMOoE* [9] 259 46.1 53.7 -
DRL-B/16 [42] 26.5 47.6 56.8 7.0
Our method
A-STA-B/32 23.7 42.7 51.8 9.0
C-STA-B/32 231 42.2 51.0 9.0
A-STA-B/16 27.1 49.3 58.7 6.0
A-STA-B/16* 29.2 49.5 58.8 6.0
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Table 2. Comparisons on MSR-VTT [43]. We train on Training- Table 4. Comparisons on DiDemo [1]. We concatenate all cap-
?)IE a;}d test;r)‘ TeSt'tl_;‘f‘A('lzm_ean_s ?fma tricks (e.g., DSL [9] and tions of a video into a single query. * means extra tricks (e.g.,

-INOorm are utilize uring interence. nye B .

Nothods R@TT R@5T R@0F MAR T DSL [9] and QB-Norm [5]) are utilized during inference. Be nc h mark

Pretrained on large-scale video-text dataset Methods R@1 1 R@57 R@107 MdR |

ClipBERT [22] 22.0 46.8 59.9 6.0 Pretrained on large-scale video-text dataset ° M S RVTT

roen ] i o o 7o i ClipBERT [22] 204 48.0 60.8 6.0 ]

All-in-one [40] 37.9 68.1 77.1 - Frozen [3] 310 59.8 724 3.0 « DiDeMo

BridgeFormer [15] 37.6 64.8 75.1 3.0 HD-VILA [44] 28.8 574 69.1 4.0

Clover [18] . 38.6 67.4 76.4 2.0 All-in-one [40] 327 614 73.5 3.0 d LS M DC

CLIP pretrained BridgeFormer [15] 37.0 62.2 73.9 3.0

Clip4Clip [25 445 71.4 81.6 2.0 &

CelrrllterClIIiI[P [jﬁ] 442 716 82.1 20 Clover [18] 48.6 743 82.2 2.0

CLIP2Video* [13] 472 73.0 83.0 - CLIP pretrained Set-up:

CAMoE* [9] 47.3 74.2 84.5 3.0 Clip4Clip [25] 434 70.2 80.6 2.0 p -

CLIP2TV-B/16 [14] 49.3 74.7 83.6 2.0 CAMOoE* [9] 43.8 114 - - ° -
Iglﬁ_’ﬁggz [42] 533 803 87.6 10] CLIP2TV [14] 455 697 R0.6 20 contrastive loss
[ASTAB/R2 T =3 PR 30] [DRL-B/16 [42] 49.0 76.5 84.5 2.0 | e different model scale

C.STA-B/32 6.6 28 822 7.0 Our method

A-STA-B/16 50.0 75.2 84.1 LS A-STA-B/32 462 70.4 80.0 2.0 (B/16, B/32)

ASTA-B/16Y 231 738 g6.1 10 C-STA-B/32 46.5 715 80.9 2.0 ’

C-STA-B/16 49.4 74.9 83.2 1.0  w/orw/oDSL
Table 5. Comparison on LSMDC [34]. * means extra tricks (e.g., C-STA-B/16* 54.6 784 85.1 L0
DSL [9] and QB-Norm [5]) are utilized during inference.
Methods R@1 T R@5 T R@10T  MdR ]

Pretrained on large-scale video-text dataset
Frozen [3] 15.0 30.8 40.3 20.0
HD-VILA [44] 17.4 34.1 44.1 15.0
BridgeFormer [15] 17.9 354 4.5 15.0 . . i
Clover [1£] 27 2.0 526 9.0 « SOTA on 3 video-text retrieval datasets under:

CLIP pretrained H
c1ip4glip [25] 21.6 41.8 49 8 8.0 i bOth mOdeI SiZze B/32 and B/16
CAMOE* [9] 25.9 46.1 53.7 - -

[DRL-B/16 [+7] 25 176 56.8 70] « w/ and w/o extra tricks (e.g., DSL and QB-Norm)

Our method - - -

[A-STA B/32 37 7 s 5] « outperform strong competitor including DRL, CAMOE,

C-STA-B/32 23.1 122 51.0 9.0
A-STA-B/16 27.1 493 58.7 6.0 CenterCLIP

A-STA-B/16* 29.2 49.5 58.8 6.0




Table 2. Comparisons on MSR-VTT [43]. We train on Training- Table 4. Comparisons on DiDemo [1]. We concatenate all cap-

9K and test on Test-1k-A. * means extra tricks (e.g., DSL [9] and tions of a video into a single query. * means extra tricks (e.g., ByteDance
QB-Norm [5]) are utilized during inference. DSL [9] and QB-Norm [5]) are utilized during inference. I 1 ?_""‘ ""'-l—_l FIRTI
Methods R@1 1 R@5 1 R@10 1 MdR | Methods R@1 T R@5 T R@10 T MdR |
Pretrained on large-scale video-text dataset Pretrained on large-scale video-text dataset
Frozen [3] 31.0 59.5 70.5 3.0
DAy e es om0 el o 0 meome
Alan-one 110) 7 o 7 ' All-in-one [40] 327 61.4 73.5 3.0
ridgeFormer [15] 37.6 64.8 75.1 3.0 A
Clover [18] 38.6 674 76.4 20 BridgeFormer [15] 37.0 62.2 73.9 3.0
CLIP pretrained Clover [18] 48.6 743 822 2.0
| Clip4Clip [25] 44.5 71.4 81.6 2.0 CLIP pretrained B enc h mar k .
CenterCLIP [77] 77 6 Y| 70 | Clip4Clip [25] 43.4 70.2 80.6 2.0 "
CLIP2Video* [13] 472 73.0 83.0 - CAMOE~* ] 4338 1.4 - - o
CAMOE* [9] 473 7422 84.5 3.0 CLIP2TV [14] 455 69.7 80.6 2.0 MSRVTT
CLIP2TV-B/16 [14] 493 74.7 83.6 2.0 DRL-B/16 [42] 49.0 76.5 84.5 2.0 o I
DRL-B/16* [42] 53.3 80.3 87.6 1.0 Our method DiDeMo
Our method A-STA-B/32 46.2 70.4 80.0 2.0 e LSMDC
[A-STA-B/32 46.9 728 82.8 20] | C-STA-B/32 46.5 71.5 80.9 2.0 |
C-STA-B/32 6.6 72.8 822 2.0 CSTABIIG 194 749 332 10
ig%‘g }2* gg-? :l/;g ggi ig C-STA-B/16* 54.6 78.4 85.1 1.0 Set
STA. | | | | et-up:
Table 5. Comparison on LSMDC .[?4]' m‘ean.s extra tricks (e.g., e contrastive IOSS
DSL [9] and QB-Norm [5]) are utilized during inference. .
Methods R@I1 T R@5 1 R@I0 T MdR | « different model scale
Pretrained on large-scale video-text dataset
Frozen [3] 15.0 30.8 40.3 20.0 (B/ 16’ B/ 32)
HD-VILA [44] 17.4 34.1 44.1 15.0 o
BridgeFormer [15] 17.9 35.4 44.5 15.0 w/ or w/o DSL
Clover [18] 227 42.0 52.6 9.0
CLIP pretrained
|Clip4Clip [25] 21.6 41.8 49.8 8.0 |
CAMOoE* [9] 25.9 46.1 53.7 - . . .
DRL-B/16 [12] 26.5 476 56.8 7.0 « Obvious advantage over posterior structure method with
Qur method T T T + 0
(A STA B2 e VoR 5 501 comparable model size i.e., CLIP4clip (+2.9% averaged on
C-STA-B/32 23.1 2.2 51.0 9.0 3 datasets)
A-STA-B/16 27.1 49.3 58.7 6.0

A-STA-B/16* 29.2 49.5 58.8 6.0
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9K and test on Test-1k-A. * means extra tricks (e.g., DSL [9] and tions of a video into a single query. * means extra tricks (e.g., ByteDance
QB-Norm [5]) are utilized during inference. DSL [9] and QB-Norm [5]) are utilized during inference. I i "?‘_“"-I‘—_]"E;JHE]]
Methods R@IT R@5T R@IOT  MdRJ Methods R@IT R@51 R@I0T  MdR]
Pretrained on large-scale video-text dataset Pretrained on large-scale video-text dataset
ghPBEl[‘T][ ! = P 20 “ ClipBERT [22] 20.4 48.0 60.8 6.0

Tozen - - : - Frozen [3] 31.0 59.8 72.4 3.0
ALl e 1101 > o [l 30 HD-VILA [44] 28.8 57.4 69.1 4.0 Benchmark:
BridgeFormer [15] 76 18 751 30 All-in-one [40] 327 61.4 73.5 3.0
Clover [15] w6 614 764 20 BridgeFomer[15] 370 22 19 30  MSRVTT
CLIP pretrained over . - . - -

Clip4Clip [25] 445 71.4 81.6 2.0 CLIP pretrained  DiDeMo
CenterCLIP [47] 44.2 71.6 82.1 2.0 Clip4Clip [25] 43.4 70.2 80.6 2.0

CLIP2Video* [13] 472 73.0 83.0 - CAMOE* [9] 43.8 71.4 - - « LSMDC
CAMOoE* [9] 473 74.2 84.5 3.0 CLIP2TV [14] 455 69.7 80.6 2.0

CLIP2TV-B/16 [14] 49.3 74.7 83.6 2.0 DRL-B/16 [42] 49.0 76.5 84.5 2.0

DRL-B/16* [47] 53.3 80.3 87.6 1.0 Our method Set-up:
?ﬁfg% - e 0 20 A-STA-B/32 46.2 70.4 80.0 2.0 up:

-STA- : : : : C-STA-B/32 46.5 71.5 80.9 2.0 :
T sk [ " 22 C-STA-B/16 494 74.9 83.2 1.0 * contrastive loss
A-STA-B/16* 55.1 778 86.1 1.0 C-STA-B/I6Y 246 84 85.1 L0 o different model scale

Table 5. Comparison on LSMDC [34]. * means extra tricks (e.g., (B/ 161 B/ 32)
DSL [9] and QB-Norm [5]) are utilized during inference. ° W/ or W/O D SL
Methods R@I1 T R@51  R@I0T  MdRJ

Pretrained on large-scale video-text dataset

Frozen [3] 15.0 30.8 40.3 20.0

HD-VILA [44] 17.4 34.1 44.1 15.0

BridgeFormer [15] 17.9 35.4 44.5 15.0

Clover [18] 227 42.0 52.6 9.0

CLIP pretrained . .

Clip4Clip [25] 21.6 4138 498 8.0 In STAN, 3D convolution based temporal module is

CAMOE* [9] 25.9 46.1 53.7 - 4o : : :

DRLB/16 [17] e e 2s 7o comparable ( _0.3) with self-attention based temporal module

Our method when transferring to smaller datasets, e.g., MSRVTT and

A-STA-B/32 237 42.7 51.8 9.0 i _ . :

C.STA-B/32 23.1 422 51.0 9.0 DiDeMo; self-attention based temporal module is better for

A-STA-B/16 271 49.3 58.7 6.0 +

R STA B/l o 195 28 o larger scale dataset, e,g., LSMDC (+0.6)




Table 2. Comparisons on MSR-VTT [43]. We train on Training- Table 4. Comparisons on DiDemo [1]. We concatenate all cap-

9K and test on Test-1k-A. * means extra tricks (e.g., DSL [9] and tions of a video into a single query. * means extra tricks (e.g., ByteDance
QB-Norm [5]) are utilized during inference. DSL [9] and QB-Norm [5]) are utilized during inference. I i '?_' -h' E;JISET]
Methods R@1 1 R@5 1 R@I0T  MdRJ Methods R@I T R@5 1 R@I0 T MdR |
Pretrained on large-scale video-text dataset Pretrained on large-scale video-text dataset
Frozen [3] 31.0 59.5 70.5 3.0 Frozen [3] 310 508 724 3.0
ALl e 1101 > o [l 30 HD-VILA [44] 2838 57.4 69.1 40 _
Bridaafon : : ' All-in-one [40] 32.7 61.4 73.5 3.0 Benchmark:
ridgeFormer [15] 37.6 64.8 75.1 3.0 A
Clover [18] 38.6 674 76.4 20 BridgeFormer [15] 37.0 62.2 73.9 3.0 . MSRVTT
CLIP pretrained E,E\;r[ 1 _ 48.6 74.3 82.2 2.0
Clip4Clip [25] 445 71.4 81.6 2.0 pretraine -
CenterCLIP [47] 44.2 71.6 2.1 2.0 Clip4Clip [25] 434 70.2 80.6 2.0 d Dl DeMO
CLIP2Video* [13] 472 73.0 83.0 - CAMOoE* [9] 43.8 71.4 - -
CAMOoE* [9] 413 742 84.5 3.0 CLIP2TV [14] 455 69.7 80.6 2.0 « LSMDC
CLIP2TV-B/16 [14] 49.3 74.7 83.6 2.0 DRL-B/16 [42] 49.0 76.5 84.5 2.0
DRL-B/16* [42] 533 80.3 87.6 1.0 Our method
Our method A-STA-B/32 46.2 70.4 80.0 2.0 Set .
A-STA-B/32 46.9 72.8 82.8 20 C-STA-B/32. 46.5 715 20.0 20 et-up.
C-STA-B/32 46.6 72.8 82.2 2.0 .
C-STA-B/16 49.4 74.9 83.2 1.0
A-STA-B/16 50.0 752 84.1 15 C.STA-B/16* 46 284 85 1 10 e contrastive loss
A-STA-B/16* 55.1 77.8 86.1 1.0 different model scale
[
Table 5. Comparison on LSMDC [34]. * means extra tricks (e.g., (B /16. B /32)
DSL [9] and QB-Norm [5]) are utilized during inference. !
Methods R@if  R@5T  R@I0T  MdRJ e W/ orw/oDSL
Pretrained on large-scale video-text dataset
Frozen [3] 15.0 30.8 40.3 20.0
HD-VILA [44] 17.4 34.1 44.1 15.0
BridgeFormer [15] 17.9 354 44.5 15.0
Clover [18] 22.7 42.0 52.6 9.0
CLIP pretrained . . . .
Clip4Clip [25] 21.6 a8 98 8.0 « Simple and potentially compatiable with other SOTA
CAMOE* [9] 25.9 46.1 53.7 -
DRL-B/16 [42] 26.5 47.6 56.8 7.0 methOdS (_fUture Vv_ork) . .
Our method « multi-modal interaction modeling
A-STA-B/32 23.7 42.7 51.8 9.0 .
C-STA-B/32 23.1 42.2 51.0 9.0 » hard sample matching
A-STA-B/16 27.1 49.3 58.7 6.0 ° : P P
A-STA-B/16%* 29.2 49.5 58.8 6.0 hIeI‘aI’Chlca| mOdeIIng
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Table 6. Comparison between our method and the state-of-the-arts on Kinetics-400 validation set [21]. We report the FLOPs of all views.

Methods Pretrain Frames Testing Views GFLOPs Top-1 Accuracy Top-5 Accuracy

Large-scale image pretraining
VTN-ViT-B [28] ImageNet-21 K 250 1x1 3992 78.6 93.7
TimeSformer-L [4] ImageNet-21 K 96 1x3 7140 80.7 94.7
Mformer-HR [32] ImageNet-21 K 16 10 x 3 28764 83.1 95.9

I Swin-L (384 1)1001[24] ImageNet-21 K 32 10x 5 105350 84.9 96.7
MVITVZ-L (312 T)1001] 23] ImageNet-21 K 40 o X o 42420 360.1 97.0
ViViT-H [2] JFT-300M 32 4x3 17352 84.8 95.8
TokenLearner-L/10 [35] JFT-300M - 4x3 48912 854 96.3
Large-scale image-text pretraining

| CLIP-B/16 [11] CLIP-400M 8 4x3 - 81.1 94.8 |
Action-CLIP-B/16 [41] CLIP-400M 32 10x 3 16890 83.8 96.2
A6 [20] CLIP-400M 16 — - 76.9 93.5
STadapter-CLIP-B/16 [41] CLIP-400M 8 1x3 455 82.0 95.7
STadapter-CLIP-B/16 [41] CLIP-400M 32 1x3 1821 82.7 96.2
X-CLIP-B/16 [41] CLIP-400M 8 4x3 1740 83.8 96.7
X-CLIP-B/16 [41] CLIP-400M 16 4x3 3444 84.7 96.8
Our method
C-STA-B/16 CLIP-400M 8 1x3 714 83.1 96.0
A-STA-B/16 CLIP-400M 8 1x3 593 84.2 96.5

| A-STA-B/16 CLIP-400M 16 1x3 1187 84.9 96.7 |

Kinetics-400:
« Be superior to CLIP-based method on both acc and FLOPs
« Comparable acc with much lower FLOPs than Image-pretrained SOTA.
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Table 5. Comparison on Something-Something-v2 validation set [15]. We report the FLOPs of all views. * means our implementation.
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Sample classes in Something-Something-v2
Putting something on a surface

Moving something up

Covering something with something
Pushing something from left to right
Moving something down
Pushing something from right to left

Uncovering something

Methods Pretrain Frames Testing Views GFLOPs Top-1 Accuracy Top-5 Accuracy
TimeSformer-HR [4] ImageNet-21 K 16 1x3 5109 62.5 -
ViViT-L [2] K400 16 4x3 11892 65.4 89.8
MViIT-B-24 [21] K600 32 1x3 708 68.7 91.5
Video-Swin-B [24] K400 32 1x3 963 69.6 92.7

| CLIP-B/16 [9] CLIP-400M 8 1x3 - 44.0 76.2
X-CLIP-B/16* [40] CLIP-400M 8 1x3 435 63.1 89.0
STadapter-CLIP-B/16 [40] CLIP-400M 8 1x3 489 67.1 91.2
STadapter-CLIP-B/16 [40] CLIP-400M 32 1x3 1955 69.5 92.6
Our method
STAN-conv-B/16 CLIP-400M 8 1x3 845 65.2 90.5
STAN-self-B/16 CLIP-400M 8 1x3 688 67.6 91.4

| STAN-seli-B/16 CLIP-400M 16 1x3 1376 69.5 92.7

SSv2:

CLIP has little advantage
significantly improve CLIP-
baseline (+21%); best among
CLIP-based method
Comparable with video-
pretrained method.



ByteDance

Experimental analysis bl FTIRTN

Table 1. Ablation studies on different datasets. For MSRVTT and DiDemo, we use CLIP-B/32 as the baseline and report Recall@1; for
K400 and SSv2, we use CLIP-B/16 as the baseline and report Topl Accuracy. We adopt temporal attention as our Cross-Frame module.

Components Results
Cross-Frame Intra-Frame Branch structure Multi-level MSR-VTT DiDemo K400 SSv2
43.1 434 79.9 44
v v 43.9 43.5 80.3 55.9
v v v 44.2 43.6 80.8 58.6
v v v 44.3 44.5 81.0 48.1
v v v 43.1 437 80.0 55.7
v v v v 46.9 46.2 82.6 65.9
+ Testing Techniques (DSL [9] or 1 X 3-views) 49.7 514 84.2 67.6

Ablation on different components
« remove branch structure and multi-level, performance dicreased a lot - > branch structure and multi-level is
Important
« removing spatial module has more impact on MSRVTT/Didemo/K400 than Sthsthv2 -> spatial modeling is
benefitial to low-level knowledge transfer, low-level knowledge is benfitial to both recogntion and retrieval
« temporal module >+10% on sthsthv2, s-t module +branch structure+multi-level >+20 -> temporal module is
effective, branch structure and multi-level imporve temporal modeling
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Thanks!

https://arxiv.org/abs/2301.11116

https://github.com/farewellthree/STAN
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https://github.com/farewellthree/STAN

	幻灯片 1: Revisiting Temporal Modeling for CLIP-based Image-to-Video KnowledgeTransferring
	幻灯片 2: Background
	幻灯片 3: Background
	幻灯片 4: Introduction
	幻灯片 5: Introduction
	幻灯片 6: Introduction
	幻灯片 7: Model design
	幻灯片 8: Experimental analysis
	幻灯片 9: Experimental analysis
	幻灯片 10
	幻灯片 11
	幻灯片 12
	幻灯片 13: Experimental analysis
	幻灯片 14: Experimental analysis
	幻灯片 15: Experimental analysis
	幻灯片 16: Thanks!

